Introduction

Visual surveillance has become very active research area of the machine vision. Application of this kind of systems are numerous: security monitoring of objects of interest, traffic monitoring, getting customer behavior information, intelligent transportation systems, military applications, etc. The systems that deal with surveillance of people are of special interest for this project.

People recognition is one of the most difficult problems in object recognition. The shape of a human body can not be modeled with any static, rigid object, so most common techniques that use models for object recognition can not be used.

Even harder problem is to track people from image sequences – non-rigid movements of human body impose very little constraints to the content of the next image in the sequence.

Despite these problems, there are several successful vision systems for people detection and tracking. These systems are used for specific domains where expected human behavior can be defined, which reduces problem complexity.

Previous Work

There are several vision systems that incorporate people recognition, tracking or counting. Among them are:

· Counting and Tracking People from Image Sequences – work done by Janne Heikkila and Olli Silvan. This system uses motion detection algorithm for a digitized image sequence for extracting regions of activity from the static background [7]. For founding boundaries of the object in the region they use snake-techniques introduced in [1].

· An Integrated Traffic and Pedestrian Vision System developed on the Leeds University in UK. This system uses flexible 2D prior model of silhouette shape in recognizing and tracking walking pedestrians in image sequences [8]. This method is introduced in [2], [3].
· Recognizing People by Their Gait: the Shape of Motion – James J. Little and Jeffrey E. Boyd developed the system that is able to recognize people by the way they walk. The system computes optical flow for an image sequence of a person walking, and then represents the shape of the motion with feature vectors composed of the phases of the sinusoids [4] [9].

· Vision-based Action Recognition System (VARS) by Darnell J. Moore from Georgia Institute of Technology. This system is able to recognize and respond to human gestures and actions for limited number of applications [10]. This work is based on the paper [5].
In common for all these systems is that they use one camera vision system and analyze gray level image sequences. The most interesting parts of these systems are their solutions to the recognition of non-rigid objects – in this case people, using various techniques: snakes, flexible models, eigenshape models or just simple geometry.

Problem Description

Usually, tracking objects is performed by finding the difference between the previously obtained background and current image; difference found would be searched for person-like objects modeled with one of the techniques mentioned before. However, image differencing methods for intensity images are sensitive to shadows, change in lighting conditions or camera gain, and micro-motions, so the results obtained could be very difficult to analyze. 

The other approach to tracking, which is used in this project, is using depth map, obtained by stereo vision system, instead of intensity image. Depth map differentiate objects by their distance from the camera and it is relatively unaffected by lightning conditions or extraneous motion. Searching for change in distance of the object is more reliable than searching for the intensity change, and for some tracking applications the solution is much simpler. The main problem with range information is that it’s only reliable up to approximately 10 meters from camera. The further the object is from the cameras the lower is range resolution, which is the minimal change that stereo can differentiate. This suggests that this method is useful for tracking people relatively close to the camera, while intensity method can be used for almost any distance from the camera.

Tracking People

For this project, a fairly simple scenario is used: camera is positioned above the monitored area, with the optical axis perpendicular to the floor. The idea is to track people moving under the camera, in its field of view. The specific configuration of the scene eases the problem: people are recognized as the objects closest to the camera. This is done in several steps:

· first, the static image of a background is obtained and its disparity map is calculated and the latter image is used until the program runs;

· several times per second, current image is obtained from the camera and its disparity map calculated;

· the pixelwise difference between the background disparity image and current disparity image is examined and difference map is made;

· the difference map is searched for blobs of high disparities above certain threshold;

· the rectangles are subscribed around detected regions.

The program displays all obtained images on the screen and the rectangles are drawn on the incoming gray level image, over the high disparity regions detected. The figure 1 shows one typical display window. The top-left image represents an intensity image obtained from the camera, top-right image is a disparity map obtained using the camera’s software, the bottom-left image is a disparity map of the background and the bottom-right image represents a difference map with the detected regions colored in different colors (unfortunately not visible in the printed version).
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        Figure 1. The display window.

Hardware and Software 

For this project I have used Triclops – trinocular stereo system from the LCI lab. The stereo system computes depth maps using three calibrated cameras. Its software gives a high quality depth map of size 160 x 120 pixel, with the frame rate of  8 – 10 frames/sec for disparity range of 16 [11]. It also performs validity check: if the correlation matches found have low confidence they are marked as invalid pixels in the disparity map. This may occur if there is not enough texture in the scene or in the presence of occlusions. 

Triclops stereo system has advantages over standard two camera systems because second pair of cameras can resolve situations that are ambiguous to the first pair.

Background Acquisition

If the camera is positioned over the simple scene, which contains just a few objects or even better, a bare floor, the depth map of the background is not necessary. However, for more complicated scenes, especially with tall object present, this depth map is required.

In the first few moments of the program’s running time, the disparity map is obtained and than updated using the next ten frames in order to get as many valid pixels as possible. Although I assumed that the invalid pixels in the background might cause the problem for extracting the difference map the experiments have shown that it is not true.

The program can also perform updating of background’s disparity map continuously, if the background scene is frequently changing. This idea comes from [6] where authors develop the technique of gated adaptation for learning the background model in presence of contaminating foreground motions. Original model is quite complex: it accumulates the statistics for every pixel in the background disparity map and calculates the standard deviation for it and according to these data it detects presence in the foreground. I implemented this model only partially: the count is kept for every pixel in difference map; if the same disparity value is present long enough (throughout defined number of frames) that pixel value becomes a part of background.

Difference Map

Once the background disparity map and current disparity map are obtained the corresponding pixels are compared and the difference map is formed. The invalid pixels in current disparity map are ignored, while valid ones are treated depending on the pixel values in the background disparity map: if it is invalid than the current pixel becomes the part of difference map, if not, the pixel is added only if its at least 3 disparity values different than the background pixel. The pixels added to the difference map have the same disparity values as in the current disparity map. The unchanged regions in the difference map are colored in selected color.

Finding Blobs

Once the difference map is made, the histogram of its disparity values is computed. Starting from the highest disparity value, the program searches for peaks in the histogram above some threshold (blobs with low pixel count are ignored), until it comes to minimum disparity threshold, which will represent the maximum distance from the camera allowed. For any of the disparity values found, the difference map is examined and the coordinates of the rectangle areas that contain all the pixels with that value are saved. Those pixels are colored in distinctive color and the rectangle region is further examined. This is necessary because we have to anticipate that the persons tracked could be detected in the approximately same range from the camera, especially when the disparity resolution is low. In these cases we want to distinguish between different blobs in the region instead of detecting whole region as one person. Further distinction is performed using sort of flood fill algorithm which color each present blob in a distinctive color (this is done only in the ‘twin’ difference map in order to maintain the original one). Again, only regions with number of pixels above some threshold are accepted. This process continues until all the blobs within permitted range of disparities are found. The program can currently distinguish for different regions (i.e. can track four people), that I found reasonable for the area observed, but this limit can be easily changed.

Finally, the different color rectangles are drawn onto intensity image, subscribing the regions of the image that are detected to be close enough to the camera. Figures 2 and 3 show resulting intensity image.
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    Figure 2.  Two objects detected in the scene.                   Figure 3.  Three objects detected in the scene.

Conclusion

Experiments conducted with the program described above have shown that it is quite reliable and robust to change in lighting conditions, fast motion and different configuration of the scene. Even depth maps with lot of invalid pixels are processed very accurately, which oppose the assumption that the scene and object in the scene have to have enough texture and no occlusions. For scenario proposed, using the range information instead of intensity information is better choice: it’s more reliable, more robust and the algorithm is probably less complex.

Presented program, with minor modifications, could be used for various interesting tasks:

· counting people passing trough monitored area

· generating trajectory of persons’ motions trough the scene

· collecting the height information about the people passing trough the scene (for this sort of application higher disparity resolution would be required).

Suggestions for Future Work

Currently, calculations performed slow down the frame rate to approximately to 3 frames/sec, but this could be speed up by optimizing the code.

For the task of tracking people, proposed algorithm can be further improved by introducing geometric constraint on the object detected, so that hands (figure 3) or other objects wouldn’t be recognized as person. In this case, some methods for improving depth map would have to be employed, such as: superimposing intensity difference map, performing edge detection on intensity image and using obtained edges to interpolate the disparity map etc.
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